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AHHOTALIUA

B cratbe paccmaTpmBaeTCs TIPOIECC ABTOMATHYECKOM TeHeparuu runbooks
(PYKOBOACTB TI0 pearupoBaHUIO HA WHITUACHTHI) U CBSI3aHHOW JTOKYMEHTAIlUU B
npaktuke Site Reliability Engineering (SRE) Ha ocHOBe TEKCTOBOro omnucaHus
CepBHUCa M TUIMYHOTO MHIUACHTA C IPUMEHEHHUEM MYJIbTUMOJAILHON HEpoceTn
GPT-5.2. Tloka3biBaeTcs, Kak MOJIETb CTPYKTYPUPYET MPOIEAYPHI, BKIIOYAET LIaru
JIMArHOCTUKH, YCTPAHEHUSI U TIOCT-MOPTEM aHaJIN3a, a TAKXKE OIEHUBAETCS BIUSHUE
YPOBHSI J€TalM3allMd TMPOMIITA HAa KayeCTBO, IMOJMHOTY U TMPAKTUYECKYIO
MPUMEHUMOCTH MOJTy4aeMbIX JIOKYMEHTOB.
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Abstract

The article explores the automatic generation of runbooks (incident response guides)
and related documentation in Site Reliability Engineering (SRE) based on a text
description of the service and typical incident using the GPT-5.2 multimodal neural
network. It demonstrates how the model structures procedures, includes diagnostic
and remediation steps, and post-mortem analysis, while evaluating the impact of
prompt detail level on the quality, completeness, and practical applicability of the
generated documents.
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1. BBenenmne

1.1 AKTyaIbHOCTH

B npaktuke Site Reliability Engineering (SRE) 3nauuTenbHas dacThb
pabouero BpeMEeHU MHKEHEPOB YXOIUT Ha pearupoBaHre Ha MHLIUJEHTHI, UX aHAJIU3
U JoKyMeHTHpoBaHHe. Runbooks — »3To cTpykTypupoBaHHBIE pPYKOBOJCTBA,
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OTKCHIBAIOIINE MOCIEA0BATEIBLHOCTh IEUCTBUHN MPU TUITMYHBIX cO0AX (outage, high
latency, OOMKilled moap! # T.A.), — MOMOTalOT CHU3UTH BPEMs BOCCTAHOBJICHUS
(MTTR), yMeHBILINTH HArPYy3Ky Ha on-call HHXEHEPOB U 00ECIIEYUTh €IUHOO0PA3HE
peakuuu KomaHabl. OHAKO CO3/laHUe U TMOJJepKaHue runbooks B akTyaJllbHOM
COCTOSIHUU TpeOyeT 3HAYUTEIbHBIX YCHIIUNA: HY’KHO OMUCHIBATH CUMIITOMBI, IIaTH
JMArHOCTUKHM, KOMaHIbI ISl WCIpaBJICHUS, KPUTEPUHM ICKAJAllMK, KOHTAKThl U
11a0JIOHBI MOCT-MOPTEM OTUETOB.

MynbTUMOaTbHBIE MOJCIH HOBOTO TMOKOJeHus, Takue kak GPT-5.2,
MO3BOJIAIOT aBTOMATH3UPOBATh 3TOT IMpolecc. Mojaens cnocoOHa MO KpaTKoOMy
OTKCAHUIO CEpBUCA U XapaKTepa UHIMIEHTa TeHEPUPOBATh MOJHOLIEHHBIH runbook,
BKJTFOYAsl JIOTUYECKYIO CTPYKTYPY, KOHKPETHBIC KOMaH/IbI, Tydlue npakTuku SRE
(blameless culture, SLO/SLI) u maxxe npemnoxerus mo aBromarusaruu (playbooks
B ¢popmate YAML unu ckpurntsl). Takoit moaxoq 0COOCHHO aKTyaseH B YCIOBUSAX
pocTa CIOXKHOCTH PpAacCHpeeiEHHBIX CHCTEM, MHKPOCEPBUCOB U  OOJauyHBIX
UHOPACTPYKTYp, TJ€ KOJIMYECTBO IMOTEHIMAIbHBIX HWHIUICHTOB  pacTéT
HKCIIOHEHIIMAIBHO, a KoMaH bl SRE yacTo orpanndeHsl B pecypcax.

1.2 O630p ucciaenoBaHmni

B cratee A. P. Ouepenbko paccMaTpuBaIOTCs OCOOCHHOCTH U (DYHKIUHU
CUCTEM pearupoBaHMs Ha MHIWACHTHl HMHGOPMAIIMOHHONW  0€30MacHOCTH.
[IpencraBien aHaimm3 coBpeMeHHbIX pemennd [RP  wm  ommcan mponece
pearupoBaHusl HA TUIOBBIE MHIIUACHTHI B CUCTEMAX 3TOTO Kiacca. Ha ocHoBanum
HKCIIEPTHBIX MHEHHA CQOPMHUPOBAH TNIEPEUEHb KPUTEPUEB, KOTOpPbIE OBLIN
pacnpeneneHbl B TPYIIbl MO 30HaM (YHKIMOHAIBHOW OTBETCTBEHHOCTH ISt
nanpHeiiiero cpaBHeHus: padbotel IRP-cuctem [1]. B crathe A.B. KamaunHckoro
IIPE/ICTaBIICHA TEXHOJIOT Ul 1 METOAMKA FeHepaluu JoKkymeHTanuu B popmate PDF,
KOTOpast OMUCHIBAET pabOTy aIrOPUTMOB, pa3pabOTaHHBIX HA OCHOBE aBTOMATHOTO
nonxona k npoektupoBanuio [10. PaccMmoTtpen mpumep mpeoOpazoBanusi rpada
MEPEX0/I0B aBTOMATa B JOKYMEHT, COJIEp KAl onrcaHue ero peanuzanuu [2]. /.
FO. IletpoB paccmarpuBaeT BOIPOCHI CO3AAHUS CTPYKTYphl HMH(GOPMaLMOHHON
CUCTEMBI JUIsl pa3paboTKH HU(POBOTo IBOHHMKA HETPEPHIBHOTO TEXHOIOTMUECKOTO
npouecca. Ha ocHoBe aHann3a npuMeHeHus: IU(PPOBBIX JBOMHUKOB MPOU3BOJICTBA
MIPEIIOKEHBI ATAIBI CO3/IaHUsI TIU(PPOBOTO TBOMHHUKA HEPEPHIBHOTO MPOU3BOCTBA
C YYETOM TpeOOBaHUI MAEUCTBYIOIIMX OTEUYECTBEHHBIX CTAHAAPTOB OO0JIACTH
pa3pabOTKM  aBTOMATU3UPOBAHHBIX CHCTEM  YIPABJIEHUS  HENPEPHIBHBIMU
TEXHOJIOTHYeCKkuMH Tipoueccamu [3]. B. B. JleHucenko omnucain cucremy
YIOPABJICHUS WHUUJEHTAMU B COOTBETCTBUU C TPEOOBAHMSIMHU TOCYJAPCTBEHHBIX
peryiasiTopoB IO  cTaTycaM CyObEeKTOB  peryiaupoBaHus. PaccMmoTpeHsl
UCKJIIOUUTEbHBIE CITydyanu MPUCBOEHUSI OJJHOMY CyOBEKTY HECKOJIBKHUX CTaTyCOB B
HaIpaBJICHUU OTYETHOCTHU mepen peryisitopamu [4]. A.C. benoHOroB ucclienoBal
B3aMMOJICHCTBUE OTKphITOM cuctembl IRP, paspabareiBaeMoil MexmTyHApOIHBIM
COOOIIIECTBOM, C MEXKCETEBBIMU IKpaHaAMH POCCHIICKOTO Mpou3BoicTBa. Ha ocHoBe
dbynaknunii cucremsl « TheHivey peann3oBan ¢GyHKIMOHAT 1O OJIOKMPOBAHUIO aTaK C
BHEIIHETO mnepumerpa. lIpeacTaBieH airopuTM MOJYJsS B3aUMOJEHCTBUSL C
MEKCETEBbIMU JKpaHaMH [ NPEAOTBPAIICHUS KOMIIBIOTEPHBIX aTak, s
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pa3pabOTKN KOTOPOTO MCIOJIb30BaH 536K Python, B wactHocTH, MOmymh textFSM

[5].

1.31lean ucciieqoBaHusA

[enpto  wuccnenoBaHusl  SBIAETCS  JIEMOHCTPALMSL  BO3MOYKHOCTEU
MyJbTUMOJIaTbHOM Helipocetn GPT-5.2 B renepanuu runbooks 1 comyTCTBYIOLIEH
SRE-nmokymeHTanmm Ha OCHOBE TEKCTOBOI'O OIMCAaHUS CEepBHCA M WHIUICHTA, a
TAK)KE€ OILICHKA Ka4yeCTBa IMOJYy4YaeMbIX JIOKYMEHTOB C TOYKH 3PEHUSI CTPYKTYPBHI,
MOJHOTHI, COOTBETCTBUS JydliuM mpakTukam SRE u 3aBucuMocTu pesyibTata OT
JETAIN3AIMU BXOITHOTO ITPOMIITA.

2 MarepuaJjibl U1 METOAbI

B nccnenoBanum npuMenserca MmynbtumMonansHas moaens GPT-5.2, koTopas
BOCIIPUHUMAET TEKCTOBBIE OIMCAHUS CEpBHUCA, APXUTEKTYpPhl U Xapakrepa
UHIIMJICHTa, a 3aT€M TE€HEpUPYET CTPYKTYpPUPOBAHHBIE TOKYMEHTHI B (opmarte
Markdown wnmmu mpocroro Tekcta. Mojenb paccMaTpUBaeTCss Kak HHCTPYMEHT
npeoOpa3oBaHusl  €CTECTBEHHOTO  sI3blka B TOTOBbIE  pPYKOBOJCTBA  0e3
MpeIBapUTEIbHOMN TTOJITOTOBKH 11a0JIOHOB.

[ToaroraBaMBarOTCsA NPOMITHI PA3TUYHON CTENEHU IETAIU3ALNN: OT KPAaTKUX
ONMMCAHUKN TPOOJIEMBbI (CUMIOTOMBI M CEPBUC) JI0 CPEAHEACTAIM3UPOBAHHBIX (C
yKazaHueM cTeka TexHojorud, SLO u xKenaemMoll CTPYKTypbl) U BBICOKO
JIETAIM3UPOBAHHBIX (C TMOJIHBIM OINHMCAHUEM AapPXUTEKTYpPbl, METPUK, MPOILILIX
WHIIUJICHTOB U TPeOOBAHUH K MOCT-MOPTEM).

BriOuparotcs Tunuunsie SRE-cuenapun: nagenue nojaoB B Kubernetes u3-3a
HEXBAaTKHU MaMATH, BBICOKUHI MPOLEHT 5XX OomMOOK Ha BeO-cepBHCe, JAerpaganus
0a3pl JaHHBIX, MOTEpPsS KBOpyMa B KJIACT€Pe U AHAJOTUYHBIE CHUTYallUU.
['enepupyembie runbooks aHAIM3UPYIOTCS MO KPUTEPUAM: JIOTHUECKasi CTPYKTypa
(pa3gensl: CUMITOMBI, JMarHocTuka, remediation, verification, post-mortem),
HAJIMYME€ KOHKPETHBIX KoMaHn u wuHCTpyMeHTOoB (kubectl, promgql, logs),
cooTBeTrcTBHe mnpuHiMnaMm blameless culture u SRE (Google SRE practices),
YUTAEMOCTh U MpaKTHUUecKasi MPUMEHUMOCTh. Oco00e BHUMAHHE yNENsETCS TOMY,
KaK JeTau3aIlys IpoMIITa BIUSET HA TTyOUHY U TOYHOCTh JIOKYMEHTA.

OueHka OCyHIECTBIAECTCS IMYTEM BU3YAJIIbHOTO aHalu3a CTPYKTYpPhl U
COJIEp KaHMsl CTeHEpUPOBAHHBIX TEKCTOB.

3. Pe3yabTaTnl

3.1 I'enepauus runbook mno MUHUMAJIBLHOMY ONIUCAHUIO

Ha nepBom »arame wuccieaoBagach CHOCOOHOCTh MOJEIH CO3/1aBaTh
MIOJTHOIICHHBIN runbook Ha OCHOBE KpaifHe KPaTKOTo MPOMIITA, TJe YKa3zaHa TOJIbKO
CYThb MHIUJCHTA 0€3 yIIOMUHAHUS CTEKa TEXHOJOTHM, KeTaeMOl CTPYKTYphl WU
JIOTIOJTHUTEIBHBIX TPEeOOBaHUM. DTO UMUTUPYET PEAbHYIO CUTYallMI0, KOTJa on-
call umxkenep B 3 vaca HOYM OBICTpO QopMynHpyeT 3amady u oxumaet or MU
rOTOBOTO PYKOBOJICTBA.

[Tpommr:
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«Co3zmait  runbook mms wHNEAenta: moasl B Kubernetes mamaroT c
OOMK:illed.»

GPT-5.2 camocTOSTENIPHO MHTEPNPETUPOBAJIa 3alpoC W CreHEepUpoBaia
JeTaIM3UPOBAHHBIN, XOPOIIO CTPYKTYPUPOBAHHBIM JTOKyYMEHT B ¢dopmare
Markdown ¢  u€Tkumu  pazgenamu, —TaOIMIAMH W TIPAKTHUYECKUMU
pekoMeHaanuaMu. Mojenp Hayajga ¢ KpaTKOro OINHMCAaHUs MPOOJeMbl U IeNeH
runbook, 3aTeM meperia K MHOTOYpOBHEBOMY ILIaHY JEHCTBUH.

Onucanue npoOieMbl (KaK yKa3aHO MOJIEIIbIO):

Konrelinepsr B mojae yOuBaroTcs kubelet'oM n3-3a MpeBBIICHHUS JTHUMHUTA
namsaTu (memory limit). B kubectl describe pod Bumno: Reason: OOMKilled, Exit
Code: 137.

emu runbook:

BbricTpo cTaOMIM3MpPOBaTh CUTYAITHIO

Havitu BuHOBHUKA

[IpenoTBpaTUTh MOBTOPEHUE B OJIMKAUIIINE Yachl/THU

[ar 0. beicTpas ctabunuzanus (5—10 MUHYT)

MOI[GJ'IB INpCAJIOKHIIA ITIOCICAOBATCIILHOCTD U3 IISITHU I[GﬁCTBI/Iﬁ C KOMaHAaMU,
0K ITaCMBIMH PC3YyJIbTaTaMH U BPCMCHHBIMU PAMKAMU

1)  Haittu nmpoGnemusie moabl: Kubectl get pods --all-namespaces -0 wide
--sort-by=".status.containerStatuses[0].restartCount' =~ — moxbel ¢  OOJBIIUM
restartCount u crarycom OOMKilled.

2)  IlocMoTtpers mocieaHue maBmiMe mojpl: kubectl get pods -A | grep -i
00Mm WJIU Yepe3 COOBITHS.

3) Ilocmotpers cobOwiTus mo momy. Kubectl get events --field-selector
involvedObject.name=<pod-name> --sort-by=.metadata.creationTimestamp —
nouck Reason: Evicted / Killing / OOMKilled.

4)  BpemeHHO YBEIUYUTh JIMMUT: OTPEIaKTUPOBATh
Deployment/StatefulSet — memory.limit x 1.5-2x — mox mnepecTan
pecTapToBaThCA.

5)  Ecnm mHoro momoB — BpeMenHo otkiarounth HPA: kubectl scale hpa
<name> --replicas=0 — MOTOM 00paTHO — CHUXEHUE HATPY3KH.

[ar 1. Anarnoctuka — rae umeHHo npoodaema (1020 MunyT)

31ech MoJieNb co3/ana TabauIly U3 8 MyHKTOB C IPOBEPKAMHU 10 TOPSAKY:

1)  Jlumuter w  requests: Kkubectl get pod <pod-name> -0
jsonpath='{.spec.containers| *].resources}' — mioxo, ecau limit < 1.5-2x request
v limit ve crourt.

2)  PeanbHoe motpednienue: kubectl top pod -A | sort -rnk 3 — >90-95%
OT TUMUTA CTAOHMIIBHO.

3)  ITuxosoe motpebienue: kubectl describe pod — Limits u Last State —
OOMKilled.

4)  Jloru mepen cmepthio: kubectl logs <pod-name> --previous — 4acTto
Java: GC-noru, OutOfMemoryError.
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5)  Memory usage B Prometheus:
container_memory_working_set bytes{namespace="...",pod=~"$pod"} / 1024"3
— TpaduK ynupaercs B JUMUT U PE3KO MaAaeT («ITuiIay).

6) Node pressure: kubectl describe node <node-name> —
MemoryPressure: True.

7)  cgroup Ha HOJIE: ssh Ha HOITY — cat
/sys/fs/cgroup/memory/memory.usage in_bytes — HOIXOAUT K JTUMHUTY HOJBI.

8)  Java-merpuxu: jcmd, jmap -histo, IMX — Old Gen 3anonuen, Full GC
kaxaeie 5—30 cek.

Hlar 2. Hanbosnee BeposATHBIC IPUUUHBI U OBICTPHIC TEHCTBUS
Monens npeacTtaBuia TabIUILy U3 6 MPUYMH C CHMIITOMAMH, BPEMEHHBIMU U
JOJITOCPOYHBIMH PEIIECHUSIMU:

CnumkoM HU3KHE memory limit — mogusate x1.5-2x — VPA, nepecuér
JUMUTOB.

Memory leak — pecrapt (Bpemenno) — npodunupoBanue (heap dump,
async-profiler).

HenpaBunwshas JVM heap — -XX:MaxRAMPercentage=70-75 — Container
aware JVM (21+).

Sidecar xpér maMaTh — OTKIIOYUTh BPEMEHHO — OOHOBHUTH/YMEHBIIUTH
auMuT sidecar.

Node wucuepnan mnamsate — cordon/drain — yBenuuuth nyia, Cluster
Autoscaler.

HugePages leak — otximrounts hugepages.

[Iar 3. loarocpoydHbie MEPHI IPEAOTBPAIICHUS

Monenp 3aBepiinia pekoMeHaanusMu: BHeApUTh VPA (pekoMeHayeMbli
pEeXUM), HACTPOUTh asiepThl B Prometheus (container_memory_working_set_bytes /
container spec_memory limit bytes > 0.85 — warning, >0.95 — critical,
OOMKilled >0 — P1/P2), no6aButs memory throttling, nns Java — c¢umaru -
XX:+UseContainerSupport, -XX:MaxRAMPercentage=75, -
XX:+HeapDumpOnOutOfMemoryError.

HNHTepecHo, YTO MPU MUHUMAJIBHOM MPOMITE MOJIETh HE TOJBKO CO3Jalia
0a30BBIi YEK-TUCT, HO U J0OaBUIIA TAOIUIIBI, BpeMEHHbIE paMkH, JVM-crnenuduxy,
anepThl M NpOoUIAKTUKY — OTO JenaeT runbook ropasgo mosje3Hee, 4yem
OKHJIAJI0Ch OT MPOCTOro 3amnpoca. JlokymMeHT rotoB k konupoBanuio B Confluence
nmu GitHub wiki (Puc. 1)
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Lar 0. beicTpasa ctabunusauusa (5-10 MUHYT)

Oxupaemblit |

DeitcTBUe KomaHpa / [lelicTeue pesynbTar

1. Haittn <ubec g D Moggl ¢ 6oNbLWKMM
npo6nemHbie nogbl  by= tCount' restartCount 1
ctatycoM OOMKilled

2. MocmoTpeTb kubectl get pods -A | grep -1 oom unu yepes cobbiThe
nocnegxue 5-10
nasLLWUX NOAOB

3. MNocmoTpets kubectl get events --field-selector WMuwem Reason:
Cco6bITKA NO involvedObject.name=<pod-name> --sort- Evicted / Killing
npo6nemMHoMy by=.metadata.creationTimestamp / O0MKilled

nogy

4. BpemeHHO OtpepakTuposatbk Deployment/StatefulSet » memory.limit x 1.5-2x Mop nepectan
YBENUYUTD IMMUT pecTtapToBaTbCs
(ecnu BO3MOXHO)

5. Ecnu mHoro kubectl scale hpa <name> --replicas=0 -» noTom o6paTHO CHuXeHK1e Harpy3sku
NoAoB — BK/IOYUTD Ha npo6nemMHble NoAael
HPA (ecnu ecTb)

Pucynok 1 — ®parment runbook: Ilar 0 (ctabunu3zaiius) u Tabiuna
NPUYMH/pEIIeHU N

3.2 Runbook cpeaneii aeranmuzanmm ¢ GOKycOM Ha MeTPHKaxX H
BU3YyaJIU3aIUH

Ha BTOpOM sTame mcnonb3oBajncs 6ojiee KOHKPETHBINA MPOMIIT, T/I€ YKa3aH
ctek (Kubernetes), kitoueBbie UHCTpYMEHTHI AMarHocTuku (Prometheus u Grafana),
HeoOxoauMocTh koMaH] kubectl, mepeynst nmpuyuH U mabioHa NOCT-MOPTEM. ITO
MO3BOJIAET OLIGHWTh, HACKOJIBKO MOJENb CIPABIACTCA C 3aJadeid, Korja ecTh
OPUEHTHUPBI, HO HET MOJTHOTO TEXHUICCKOTO 33 IaHu.

[Tpomnt: «Hanumm runbook nnmst SRE: BwicOkmii mporeHT 5xx Ha BeO-
cepBuce B Kubernetes. Ykaxu miaru auarHoctuku depe3 Prometheus u Grafana,
koMaH 161 kubectl, BO3MOKHBIE IPUUUHBI U IOCT-MOPTEM ITAOJIOH.»

GPT-5.2 crenepupoBana COBpeMEHHBIN, MOAPOOHBIN U CTPYKTYPUPOBAHHBIN
runbook, opueHTHpoBaHHbIH Ha peanbHbie SRE-mpaktuku (Google SRE,
Kubernetes docs). JIokyMeHT BKJIIOUaeT Ha3BaHWE MHITUICHTA, SeVerity, ONMMcaHue,
11€J11, MHOTOYPOBHEBBIE IIaTH ¢ TA0IUIIaMH, KOHKPETHBIE METPUKH U TTOJTHOIEHHBIH
ma6JIoH mocT-MopTeM B ctuiie blameless culture.

HasBanue uniuaenTta: Beicokuii mporeHT 5xx-omubok Ha BeO-cepBuce (e.g.,
>5% ot 3anpocoB) Severity: P1-P0 (B 3aBucuMOoCTH OT Tpaduka u OU3HEC-BIUSHUS;
PO ecimu >10-20% wu Bauser Ha mnoJjb3oBarenell) Omnucanue: BeG-cepBuc
Bo3BpaiiaeT Sxx-omuoku (500 Internal Server Error, 502 Bad Gateway, 503 Service
Unavailable u T.1.) B 3HaunTeIbHOM 00BEME. DTO BUJIHO B JIOTUPOBAHUU, METPUKAX
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(manpumep, gepe3 Ingress) wim monutopunre (Prometheus/Grafana). CuMnTomsr:
MOJIB30BATENH KAITYIOTCSI Ha HEIOCTYITHOCTb, anepThl Ha SLO violation (error rate >

threshold).
Ilemm runbook:
. CraOuinu3upoBath cepBUC (BepHYTH error rate <1-2%)
. JlmarHocTupoBaTh root cause
. [TpenoTBpaTUTh PEIIUIUBEI
. [ToATOTOBUTE MOCT-MOPTEM JIJISl aHATH3A

[ar 0. beicTpas crabunuzanus (5—15 MuHyT)
Mogens cpazy mnOpemyioxkuiaa JEUCTBUS MO CHUKCHHUIO BIMSHUA Ha
IIOJIb30BATEIICH:

1) [TpoBeputsb Tekyuuii error rate B Grafana: gambopn "HTTP Errors" —
METpUKa sum(rate(http _server errors_total{code=~"5.."}[5m])) /
sum(rate(http_requests_total[5Sm])) — nmoarBepxkaenue > threshold (e.g., 5%).

2) OtkaTtuth HenaBHui aeruioi: kubectl rollout undo deployment/<name>
-n <ns> unu yepe3 CI/CD (ArgoCD/Flux) — B03Bpat kK cTaOUIbHON BEPCHUHU.

3) MacmrabupoBate mojsl: kubectl scale deployment <name> --
replicas=<N+20%> — CHIXEHHE Harpy3KHU.

4) Bxmrounts circuit breaker (ecnm Istio/Linkerd): orpemakTupoBaTh
VirtualService — no6aBuTh retries, timeouts.

5) Penupekt tpaduka: o6HoBUTH DNS/Route53 wnu Traffic Manager na

PE3EPBHBIN KIIacTep.

[Mlar 1. Hduarnoctuka (15-30 munyt) Mogens co3gana Tabmuiy w3 8
MIPOBEPOK C MHCTPYMEHTAMH M KPUTEPUSIMH «IIJIOXOM:

1)  OOumwit error rate: Grafana manenr "HTTP Response Codes" —
histogram_quantile(0.95,
sum(rate(http_request_duration_seconds_bucket{code=~"5.."}[5m])) by (le)) —
P95 latency >500ms, 5xx >5%.

2)  Error rate o endpoint'am: Prometheus —
sum(rate(http _server errors_total {code=~"5..", path=~"/api/.*"}[5m])) by (path) —
KOHKpeTHbIN endpoint >10%.

3)  TIlomsl ¢ ommbkamu: kubectl get pods -n <ns> -0 wide | grep -i error uiu
kubectl top pods — CrashLoopBackOff wiu Beicokuit CPU/Mem.

4)  Jloru nopmos: kubectl logs -n <ns> <pod-name> --tail=100 | grep -i
"error|exception|500" — crek-Tpeiice1, DB timeouts.

5)  Metpuku HOJI: Grafana "Node Exporter" —
node_memory_MemAvailable bytes / node memory MemTotal bytes < 0.2 —
HOJBI C HU3KON MaMATEBIO.

6)  Ingress/Proxy errors:
sum(rate(nginx_ingress controller requests{status=~"5.."}[5m])) by (ingress) —
502/504 ot Ingress.

7) 3asucumoctH: Grafana "Service Dependencies" — latency k 63xeHam
(e.g., Istio meTpukm).
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8)  Tpaduk spikes: sum(rate(http requests total[Sm])) — pe3kuii poct
3a1pocCoB.

JIOTIOTHUTENBHO MO/IEIb JOOAaBUIIa KOMAH/IbI:

kubectl describe pod <pod-name> — co0OsrTus, conditions.

kubectl exec -it <pod-name> -- curl localhost:8080/health — health check

BHYTpH MOJA.

kubectl get events -n <ns> --sort-by=.metadata.creationTimestamp —

KOPPEJSALNS COOBITUH.

Hlar 2. Hanbosnee BeposATHBIC IPUUUHBI U OBICTPHIC NEHCTBUS

Tabmuua w3 7 NpUYMH C CHUMITOMaMH, BPEMEHHBIMH H JOJITOCPOYHBIMU
PEIICHUSIMU:

1)  Ileperpyska pecypcoB — Bbicokuii CPU, OOM — macmrabupoBatb
— HPA/VPA.

2)  IIpoGisiemsr ¢ 3aBucumoctsimu (DB down) — taiimaytel — failover —
circuit breakers.

3)  bBar B koxe — ommbOku Ha endpoint'ax — oTkat — code review, canary.

4)  Ingress misconfig — 502/504 — yBenuuuth timeouts — OOHOBUTH
controller.

5) DDoS/tpapuk spike — poct requests — WAF, rate limiting —
autoscaling, CDN.

6)  Health checks failing — 503 or LB — wucnpaButh probes —
TectupoBath B Cl.

7)  Network issues — intermittent 5xx — restart kube-proxy — upgrade
CNI.

[Iar 3. Jlonrocpo4yHsle MEPBI MPEIOTBPALIEHUS

Mojenb 3aBepiimnia pEKOMEHJALNSIMH:

AnepTsr: sum(rate(http_server_errors_total{code=~"5.."}[5m])) /

sum(rate(http_requests_total[Sm])) > 0.05 — P1; Latency P99 >500ms —

warning; SLO burn rate.

Observability: Tracing (Jaeger/OpenTelemetry).

Chaos engineering: Chaos Mesh.

OoHnoBuTh namodopasr Grafana.

Graceful degradation B npusioxeHuu.

[ITa6on moct-mopteM Ilomuonennpii maodion B crwie Google SRE:
Summary, Impact, Trigger, Root Cause, Timeline, Detection, Response, Recovery,
Lessons Learned, Action Items (c owner u deadline), ciemyromuii review.

Mogens co3nana runbook, KOTOPBIA MOKHO Cpa3y MCIOJIb30BaTh B KOMaH/IE:
OH COJIepKUT KOHKpeTHbIe PromQL-3anpockl, kubectl-koman b1, TaOMUIIBI, aT€PTHI
u blameless moct-mopreM. Bc€ sT0 mpu mpomnTe cpemHed aeTanuzaliu —
pe3ynbTaT ropaso riyoke u npodeccruoHagbHee, 4eM 0T MUHUMAIILHOTO 3ampoca
(Puc. 2).
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Yro
Yro 0O3HavaeT

npoeepaAem WucTpymeHT / Komanga «MNIOX0»

O6wwmii error  Grafana: naHens "HTTP Response Codes" > P95 latency
rate no is m_quantile(0.95, >500ms, 5

ny
¥

cepeucy 5 ate(http_request duration seconds bucketicode=~"5..

Error rate no Prometheus query: KoHkpeTHb

=

endpoint'am sum(rate(http_server_errors alicode=~"5..", endpoint (e

path=~"fapi/.*"3$[5m])) by (path) Jcheckout)

OLUMBOK

Moapi c o wide gre i eTTOT MMM Moaw B

OLLMBKaMMK CrashlLoopt

(kubectl) WK C BLICO
CPU/Mem

Noru nopoe <ns> <pod-name> --tail=100 T i Crek-Tpel
nepen "error|exception|560" timeouts, O

ownGKammu

MeTpuku Hog, Grafana: "Node Exporter” gawéoppg -
(node node _memory MemAvailable bytes /[ NamMATE/C

pressure) node _memory MemTotal bytes < 0.: eviction noJ

Ingress/Proxy Prometheus: 502/504 ot
errors | i Ingress (e.c
upstream

timeouts)

Pucynok 2 — ®parment runbook: tabnuma guarnoctuku Prometheus/Grafana u
1abJIOH MOCT-MOPTEM

3.3 I'enepauusi cj0:KHOr0 runbook mo BBICOKO AETATUIMPOBAHHOMY
ONUCAHUIO

Ha TperbeM »sTame mnpuMEHSIJICS MaKCUMAaIbHO TOAPOOHBIA MPOMIIT C
yKa3aHueM KOHKpeTHou apxutektypsl (Patroni + HAProxy + Kubernetes),
HEOOXOJMMBIX  3JIEMEHTOB  JuarHoctuku  (pg stat statements, EXPLAIN,
pgBadger), meTonoB yctpanenus (scale replicas, tune config, vacuum), pa3aenos
verification, aBTomarm3zanuu (alertmanager rules), mocT-mMopTtem 11abiioHa u
KOHTaKTOB. JTO TO3BOJIAET MOJENH co31aTh runbook Ha ypoBHeE enterprise, ¢
aKI[EHTOM Ha IMPAKTUYECKYI0 TPUMEHUMOCTh B CJIOXKHBIX pPaclpeaciéHHBIX
CUCTEMaX.

[Tpomnt: «I'enepupyit moapoOusiii SRE runbook: aerpamamms PostgreSQL
(high query latency). Apxutekrypa: Patroni + HAProxy + Kubernetes. Bxitouu:
cumritombl, auarHoctuka (pg_stat statements, EXPLAIN, pgBadger), remediation
(scale replicas, tune config, vacuum), verification, aBromatu3arus (alertmanager
rules), post-mortem template, contacts.»
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GPT-5.2 crenepupoBana coBpeMeHHbIN, BcecTopoHHu SRE runbook,
OPUMEHTHUPOBAHHBIM Ha BBICOKYIO 3aJep:kKy 3ampocoB B PostgreSQL. loxymeHT
BKJIIOYAET Ha3BaHWE MHIMJEHTA, Severity, OMcaHue, KOHTaKThI, 111, CUMIITOMBI,
maru (crabuiuzanus, JuarHocTuka, remediation, verification, aBTomaTh3aIus,
JIOJITCOCPOYHBIE MEPhI) U MIA0JOH MOCT-MOpPTEM, ¢ TabaunamMu, komanaamu, SQL-
3anpocamu, Y AML-K010M U IPakTUYECKUMH PEKOMEHIAIIUSMH.

Ha3Banue unmnuaenrta: Boicokas 3anepikka 3ampocoB B PostgreSQL (query
latency > threshold, e.g., P95 > 500ms) Severity: P1-PO (B 3aBucuMOCTH OT
BrusHus: PO ecimum >50% 3anpocoB 3aTpoHyThl, BiauseT Ha OuzHec-SLO; Pl eciu
yactuyHas nerpaganusi) Onucanue: PostgreSQL kmactep (ympasnsiemblii Patroni
s HA) B Kubernetes moka3piBaeT MOBBIMICHHYIO 3aJI€PKKY 3arpocoB. Tpaduk
6amancupyercst yepe3 HAProxy. CHUMITOMBI BKIIFOYAIOT MEJICHHBIE OTBETHI OT
NPUWIOKEHUH, TallMayThl B CEpBUCAX, aJlepThl Ha latency. DTO MOXET MPUBECTH K
cascading failures B upstream-cepBucax. Apxurekrypa: Patroni (leader election,
failover), HAProxy (load balancing na replicas), Kubernetes (StatefulSet nns PG
pods).

KonTakTsr:

1)  On-call SRE: PagerDuty potanus "SRE-DB" (escalate eciu >15 mun
6e3 mporpecca)

2)  DBA Team: Slack #dba-support (primary experts ms tuning/vacuum)

3) App Owners: Slack #app-team (i koopauHamuu ¢ UpStream-
TIPUJIOKCHUSIMU)

4)  Infra Team: Ecu K8s/node issues — Slack #infra-k8s

5)  Escalation: Ecau PO — notify CTO via PagerDuty

6)  Llemu runbook:

7)  CrabunusupoBaTh Kiactep (CHU3UTSH latency < threshold)

8)  JImarHoctupoBaTh root cause

9)  BoccTaHOBUTH U PEAOTBPATUTH PEIIMIUBBI

10) ABTOMAaTHU3MPOBATH JCTCKIMIO/PEAKIIUIO

CuMITOMBI:

11) Beicokas P95/P99 latency 3ampocoB (>500ms—1s, B 3aBUCHMOCTH OT
SLO)

12)  AnepTsr: "PG_Query_Latency High" WIH

"App_Response_Time Degraded"

13) Ilonp3oBaTteabckue kaao0bl: MmemteHnbiii Ul, timeouts B API

14) Metpuku: BbeicOkui pg_stat statements.mean_exec_time, CPU/IO
wait na PG pods

15) Jlorm: ommOku B Patroni (failover events), HAProxy (backend
timeouts)

16) Kubernetes events: Pod restarts, OOM B PG pods

17) Ilar 0. beictpas crabummszarnmst (5—15 munyr): Lenb: CHH3HUTH
BJIMAHUC, ITIOKA JMATrHOCTHUKA U/JICT.

18) IIposeputs Tekyiyto latency: Grafana nam6opa "PG Performance" —
histogram_quantile(0.95,
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sum(rate(pg_stat statements mean exec time bucket[Sm])) by (le)) —
noarBepkaeHue nerpanamuu (latency > threshold).

19) Bamancuposats Tpaduk: [Iposeputs HAProxy config kubectl exec -n
<ns> <haproxy-pod> -- haproxy -f /etc/haproxy/haproxy.cfg -c — no6asuts timeout
server 30s — cHmkenue timeouts or HAProxy.

20) Bpemenno scale read replicas: kubectl scale statefulset <pg-replica> --
replicas=<N+1> (Patroni auto-configures) — pasrpyska leader, read-only queries
faster.

21) Rate limit upstream traffic: B Istio/Linkerd no6asuts VirtualService c
rate limits unm circuit breakers — 3ammra ot overload.

22) Failover ecau leader overloaded: Patroni patronictl failover (manual,
ecnu auto-failover ve cpaboran) — HOBBIN leader ¢ MeHbIIEH HArpy3KOW.

[ar 1. Inarnoctuka (15—45 munyt): Ucnons3yiite pg_stat statements aiis
ton-3anmpocoB, EXPLAIN nns ananusa maHoB, pgBadger nnst mor-ananusa.
Haynute ¢ BRICOKOYPOBHEBOTO, YIiIyoJisiiTech. Tabnuia u3 8 mpoBepok:

. Ton-3anpoce! mo latency: B PG shell SELECT query, mean_exec_time,
calls FROM pg_stat statements ORDER BY mean_exec time DESC LIMIT 10; —
high % total time.

. [nan Bemonuenus 3amnpoca: EXPLAIN (ANALYZE, BUFFERS)
<slow_query>; — seq scan Bmecto index, high % time on 1/0.

. Jlor-ananus: pgBadger /path/to/postgresql.log — high % 1/O, locks.

. PG METPUKH (Prometheus):
sum(rate(pg_stat_database xact commit[5m])) wmu pg settings work mem —
high commit rate, spills to disk.

. Patroni status: patronictl list uiu kubectl get pods -1 cluster-name=<pg-
cluster> — leader flapping, replicas lagging (>1min).
. HAProxy backend stats: kubectl exec <haproxy-pod> -- echo "show

stat" | socat /var/run/haproxy.sock stdio — high % errors on backends.
. K8s resources: kubectl top pods -n <ns> | grep pg — pods >80% CPU,
1O wait high.
. Bakyym/6loat stats: SELECT relname, pg_table size(relid) FROM
pg stat user tables ORDER BY pg table size DESC; — tables ¢ bloat >50%,
last_vacuum crapme 1 nHs.
HonoaautensHo: Boitnure 8 PG pod kubectl exec -it <pg-pod> -- psql -U
<user> <db>; Bxmouute pg_stat statements ecim we: ALTER SYSTEM SET
shared_preload_libraries = 'pg_stat_statements';.
[ar 2. Remediation (30-60 munyT): Tabnuua u3 6 TpUuuH:
1) Tleperpyska (high load) — high CPU/IO — scale replicas, rate limit B
HAProxy — HPA nna PG StatefulSet, query optimization.

2) Ilmoxoit query plan — seq scans — ADD INDEX — perynspHbiit
ANALYZE, pg_repack mist peopraHu3aiiuy.

3) Config tuning needed — low work mem — ALTER SYSTEM SET
work mem = 'l6MB'; SELECT pg reload conf(); — aBto-tuning
(pg_autotune).
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4) Bloat / vacuum issues — high % table size — VACUUM FULL; wmn
AUTOVACUUM on — nactpouts autovacuum_scale factor=0.1.
5) Patroni/HA issues — leader overload — manual failover — upgrade
Patroni, no6aButs OosbIe replicas.
6) K8s/node problems — high node CPU — cordon/drain node — Cluster
Autoscaler, affinity rules.
[ar 3. Verification: ITocne remediation:
. Monutopste latency 10-15 mun: Grafana nmanens "PG Latency" —
n0JDKHO OBITh < threshold.
. 3anycture tectoBble 3ampockl: EXPLAIN ANALYZE <query>; —
MIPOBEPUTH YITYUIIICHHE TIaHA.

. [TpoBepnTe pg_stat_statements: mean_exec_time yMeHBIINIOCH.
. HAProxy stats: qtime <100ms, no errors.
. Patroni: Bce replicas healthy, no lag. Ecniu OK — declare resolved,

MOHHUTOPBTC 1 yac.
[Ilar 4. Aromaru3anus: Hactpoiite aneptsl B Prometheus/Alertmanager.
[Mpumepsr Alertmanager rules (8 prometheus-rules.yaml):
YAML
groups:
- name: postgres-alerts
rules:
- alert: PG_Query_Latency_High
expr: histogram_quantile(0.95,
sum(rate(pg_stat_statements_mean_exec_time_bucket[5m])) by (le)) > 500 # ms
for: 5m
labels:
severity: critical
annotations:
summary: "High PG query latency (instance {{ $labels.instance }})"
description: "P95 latency > 500ms for 5 min*
- alert: PG_Bloat_High
expr: sum(pg_table_size) by (relname) > 10e9 # >10GB bloat
for: 10m
labels:
severity: warning
annotations:
summary: "Table bloat detected"
- alert: Patroni_Leader Flap
expr: changes(patroni_leader[5m]) > 2
for: 1m
labels:
severity: critical
annotations:
summary: "Patroni leader flapping"
. Unterpupyiite ¢ PagerDuty/Slack nnsa yBenomnenuii.
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. Asto-remediation: Hcmonw3yiite Operator (Crunchy Postgres
Operator) ms auto-scale replicas Ha ocHOBE METPHK.
[Iar 5. Joarocpo4Hbie MEPHI IPEIOTBPALLICHUS:

. Perymspusiii ayaut: EkeHeaenpHo 3amyckath pgBadger nHa logs,
IIpOBEPATH pg_Stat statements.

. Tuning: Bueaputs pg_ tune mim auto-config Ha ocHoBe workload.

. Momnutopunr: Jlo6aButh nambopasl s bloat, vacuum stats, query
plans.

. TecrupoBanwue: Load testing ¢ pgbench B staging, chaos engineering
(inject latency B K8s).
. JoxymenTarusi: O6GHOBUTH runbook mocie Kaxaoro WHIWEHTA.

Mopenb co3nana runbook, WaeanbHO aJaNTHUPOBAHHBIA MOJ MPOMIT: OH
unterpupyer Patroni, HAProxy, Kubernetes ¢ yka3aHHBIMH HMHCTpyMEHTaMHU
JUArHoCTUKH U remediation, go6asisas Tabmuipel, Y AML-alerters, SQL-koManab1 1
blameless moct-mopreM. [lpu BbICOKOHN neTanmu3anuu pe3ynbTaT — TOTOBBIA K
VCIIOJIB30BAHUIO JOKYMEHT, KOTOpPbI MOkeT cHU3UTh MTTR B peasnibHON KOMaH1e
SRE (Puc. 3).
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LWar 1. inarHoctuka (15—45 MuHyT)

Wcnonbayiite pg_stat_statements ana Ton-3anpocos, EXPLAIN ana aHanu3a nnaHos, pgBadger ans

nor-aHanusa. HauyHWTe C BLICOKOYpPOBHEBOI 0, YINyGNsNTeCh.

Yro

npoeepsem

Ton-3anpockl
no latency

Mnax
BLIMNONHEHUA
3anpoca

Nor-aHanua

PG MeTpuKu

(Prometheus)

Patroni status

HAProxy

backend stats

WMuctpyment / KomaHga

B PG shell: SELECT query, mean_exec_time, calls FROM
pg_stat_statements ORDER BY mean_exec_time DESC LIMIT

10;

EXPLAIN (ANALYZE, BUFFERS) <slow_query>: - UCKaTbseq

scans, high cost

pgBadger: pgbadger /path/to/postgresgl.log -o
report.html - cmoTpeTtk "Slow Queries" section

Query: sum(ra

pg_settings v

patronictl list waM kubectl get pods -1 cluster-name=

<pg-cluster>

"show stat" |

Y10 o3HauaeT

«MNoXo»

Heckonbko 3anpocoB
>80% total time, high

mean_exec_time

Seq scan BMecTO

index, sort spills to disk

High % time on /O,
locks, Unu specific

queries

High commit rate, low

work_mem - spills

Leader flapping,
replicas lagging

(>1min)

High gtime (queue

time), errors on

backends

K8s resources kubectl top pods -n <ns> | grep pg - CPU/Mem usage Pods >80% CPU, 10

wait high

Pucynok 3 — ®parment runbook: Tabnuita auarHoctuku u alerting rules YAML

4 BuIBOABI

[IpoBenéHHOe wucCcCIeAOBaHUE JIEMOHCTPUPYET, UYTO MYJIbTUMOJAIIbHAS
mozaenb GPT-5.2 o6manaer BbICOKOM 3((HEKTUBHOCTHIO B reHepaiuu runbooks u
CONYTCTBYIOIIEH JOKyMEHTAIMH 11 MHIMASHTOB B mpakTuke Site Reliability
Engineering. Moniens yCcrnenHo HHTEPIPETUPYET TEKCTOBBIC OMUCAHUS CEPBUCOB,
apXUTEKTYp M XapaKTepa WHIUMIACHTOB, NPeoOpa3yeT WX B CTPYKTYPHPOBAHHBIE
PYKOBOJICTBA ¢ YETKUMH pa3lejiaMi, KOHKPETHBIMH KOMaHJIaMH, METPUKAMH H
pPEKOMEHIAIMSAMH 110 aBTOMaTh3aiuu. [Ipyu yBemWYeHWW neTaau3aluy MPOMIITA
KaueCTBO JOKYMCHTOB 3HAYUTEIIBPHO ITOBBINIACTCS: OT IMPOCTBIX YEK-JIHCTOB C
0a30BBIMU IlIaTaMH CTAOWUJIM3AIlMKM U JUArHOCTHKM 1O TIOJIHOLEHHBIX enterprise-
level runbooks, Bkirouaromux tabauiel npuand, Y AML-kox nis aneptoB, SQL-
3anpockl, JVM- umm PostgreSQL-cnienmnduky, madmoHbl MOCT-MOPTEM U MEPHI
npenoTBpamieHus. Monaenb 49acTo  CaMOCTOSTENbHO J00aBlIIeT TOJIE3HbBIS
AJIEMEHTHI, TaKU€ KaK BpPEMEHHBbIE pPAMKHU JEWUCTBUM, KpPUTEpPUU 'TIIOXO" B
JMArHOCTUKE, WHTETPAIMIO0 C MHCTpyMmMeHTamu Bpoje Prometheus, Grafana wmum
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Patroni, a Ttaxke npuHOHNB blameless culture, 4To nemaer reHepupyeMbie
MaTepuayibl HE TOJbKO MH(MOPMATUBHBIMU, HO M MPAKTHUYECKH MPUMEHUMBIMH B
peanbHbiXx SRE-kOoMaHax.

Ucnonp3oBanne GPT-5.2 mo3BoisieT CyIIECTBEHHO COKpPaTUTh BpEMs Ha
co3/laHue ¥ OOHOBJIeHHE runbooks, CHM3WUTH Harpy3ky Ha on-call WH)XeHepoB,
yHU(GULIHUPOBATh MOAXOJbI K PEarupoBaHUI0 HA MHIMJECHTHI M CIOCOOCTBOBATh
camkennto MTTR B cnoxubix cuctemax Bpojae Kubernetes ¢ PostgreSQL wu BeO-
cepBucaMu. TEXHOJOTHs OCOOCHHO IIEHHA B YCIOBHSX POCTa MUKPOCEPBUCHBIX
aApPXUTEKTYP, T/I€ KOJMYECTBO MOTCHIIMAIBHBIX COOCB YBEIUYHBAETCS, a PECYPCHI
KOMaH]1 OrpaHUYeHbl. BMecTe ¢ TeM CyleCcTBYIOT OTPaHUYCHUS: IPU MUHUMAJIBHBIX
MPOMIITAX MOJIEJIb MOKET YIIYCKAaTh HIOAHCHl KOHKPETHON UH(PACTPYKTYPHI, TAKUE
KaK KaCTOMHBIC KOH(PUTYypamy WM WHTETPAllid, IMOATOMY TeHEPUpPYEMBbIC
JIOKYMEHTBI BCerja TpeOyIOT py4YHOM MPOBEPKU M aJanTalluu CIEIUaIHNCTaMHU.
Kpome Toro, Mozienp He UMEET AOCTYINA K pPealbHOMY COCTOSIHUIO CHUCTEMBI, UYTO
JienaeT HeoOXOAMMBIM TECTUPOBAHUE TPE/IJIOKEHHBIX KOMAHT U aJIEPTOB B staging-
cpele nepea BHeIpeHueM B production.

B meinoM  TeXHONOTMST  OTKPBIBAET IIUPOKUE  TEPCHEKTUBBI IS
apromatuzanuu SRE-mpoiieccoB: OT ObICTPOTO MPOTOTUIUPOBAHUS runbooks st
HOBBIX cepBUcOB J0 uHTerpanuu ¢ CI/CD nns aBromaTudyeckoro OOHOBIIEHUS
JnoKyMeHTanuu. B OynymiemM Takue MOJeNIu MOTYT CTaTh OCHOBOM JIJisl TIOJTHOCTHIO
aBTOMATU3UPOBAaHHBIX cucTeM incident management, rae WM He TonbKO
TeHEPUPYET PYKOBOJACTBA, HO W Mpejjaraer proactive Mepbl Ha OCHOBE aHaJIM3a
JIOTOB U METPUK B pE€aJIbHOM BPEMEHHU.
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