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Bausinue crpykTyp mugexcoB (B-Tree vs LSM-Tree)
HA NMPOM3BOJAUTEJIBHOCTDH ONlepalMii BCTABKU M uTeHus B PostgreSQL u
ClickHouse npu cmemannoit Harpyske (OLTP/OLAP)
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Ipuamypckuii 2ocyoapcmeennwiii ynugepcumem umenu [llonom-Anetixema
Cmyoenm

AHHOTALIUA
B crarbe mnpeAcTaBieH CpPaBHUTENBHBIA aHAIW3 NPOU3BOJUTEIBHOCTH JBYX
(GyHIaMEHTAIbHBIX CTPYKTYp XpaHeHus AaHHbIXx — B-Tree (peannsoBaHHON B

PostgreSQL) u LSM-Tree (peanusoBannoii B ClickHouse) — mnpu o0OpaboTtke
cmemanHoit OLTP/OLAP-narpy3ku. B pamkax TecToBOro cTeHjia, pa3BépHyTOro B
n30JupoBaHHbIX Docker-koHTeilHEpax ¢ OrpaHUYEHHEM PECypCcoB, IPOBEICHBI
3amepbl Bpemenu BctaBku (INSERT), Bpemenu toueunoro urenus (Point Select),
BpeMeHU arperaiuoHHbIx 3arpocoB (OLAP-ckan) u ammnudukarum 3anucu (Write
Amplification Factor) mpu HapactatomeM o0bEMe nanHbIX oT 1 10 10 MUIIHOHOB
3anuceil. Pedynbrarel nokaspiBaioT, uto LSM-Tree (ClickHouse) oGecrieunBaer B
14—18 pa3 6oJiee BBICOKYIO CKOPOCTb ITOTOKOBOM BCTaBKU Oyiarogaps 0ydepuzamuun
B MaMATU U Tocienyrome (GoHOBON KOMMAKIIMHU, OJHAKO MpourpeiBaetr B-Tree
(PostgreSQL) na 40—-60% mpu TOYEYHOM YTEHUU H3-3a HEOOXOJUMOCTH TIPOBEPKHU
HECKOJbKHUX (ailioB naHHbIX. B cueHapum cmemanHoi Harpy3ku PostgreSQL
JIEMOHCTPUPYET 0OoJiee TpeAcKa3yeMble XBOCTHI 3ajepxkek (p99), torma kak
ClickHouse moaBep>keH pe3KuM JerpajaiusiM MPOU3BOJUTEIIBHOCTH B MOMEHTHI
3amycka (poHoBoi xkommnakuuu. CHopMyIupoBaHbl MPAKTUUECKUE PEKOMEHIAIIUU
o Be10opy CYB/I B 3aBUCHMOCTH OT NMPpOhUIIss Harpy3KH.
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Abstract

The article presents a comparative analysis of the performance of two fundamental
data storage structures — B-Tree (implemented in PostgreSQL) and LSM-Tree
(implemented in ClickHouse) — under mixed OLTP/OLAP workload. Within a test
bench deployed in isolated Docker containers with resource limits, measurements
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were taken of insert time, point read time, aggregate query time, and write
amplification factor as data volume grows from 1 to 10 million records. Results show
that LSM-Tree (ClickHouse) provides 14—-18x higher streaming insert throughput
due to memory buffering and background compaction, but underperforms B-Tree
(PostgreSQL.) by 40-60% in point reads due to the need to check multiple data files.
Under mixed workload, PostgreSQL demonstrates more predictable tail latencies
(p99), while ClickHouse is prone to sharp performance degradation during
background compaction bursts. Practical recommendations for DBMS selection
based on load profile are formulated.

Keywords: B-Tree, LSM-Tree, PostgreSQL, ClickHouse, index structures,
performance, OLTP, OLAP, mixed workload, compaction, write amplification.

1 Beenenue

1.1 AKTyaiabHOCTh

CoBpemeHHBbIE  HMH(POPMAIIMOHHBIE CHUCTEMbl BCE dHaime TpeOyroT
OJIHOBpeMeHHOM 00paboTku TpaH3akuoHHbIX (OLTP) u ananutuueckux (OLAP)
omepanuii B paMKax €IMHOM apXUTEKTyphl — TaK Ha3bIBAEMOM CMEIIaHHOU
Harpy3ku (HTAP). Beibop cTpyKTypbl XpaHEHUs JaHHBIX SIBISETCS KIFOUEBBIM
APXUTEKTYPHBIM PEIICHUEM, OINPECISIONMUM MMPOU3BOIUTEIIBHOCTh CUCTEMBI B
Takux ycloBusx. J[Be momuHupytonme mapaaurmMel — B-Tree, ucnonszyemas B
kinaccudyeckux pemssnnoHHeix CYBJI (PostgreSQL), u Log-Structured Merge-Tree
(LSM-Tree), npumensemas B KkoJioHouHbIX cucremax (ClickHouse), —
MPUHIIATTHAIBHO PA3IMYalOTCs 0 MOIX0/1aM K OpTaHU3aIliH 3aIUCH U YTeHUs. B-
Tree obGecreunBaeT npeacka3yeMble XapaKTEPUCTUKH KaK YTCHUS, TaK U 3aIlTACH 32
C4€T OOHOBJICHUS CTpaHWI] Ha JAucke, Torga kak LSM-Tree xepTByer
MIPOM3BOIUTEILHOCTHIO YTCHHSI Paayd MaKCHMMaJIbHOW MPOITYCKHON CTIOCOOHOCTH
3anucu, Oydepusys AaHHbIE B TAMATH W CIUMBas WX acHUHXpOHHO. Jlis
pa3padoTyrKa, MPOCKTUPYIONMIETO CHUCTEMY TIOJ CMEIIaHHYK Harpysky,
KOJIMYECTBEHHOE MIOHUMAaHUE ITUX KOMIIPOMHUCCOB KPUTHYECKU BAXKHO.

1.2 O0630p uccjaenoBaHu

Bonpocsl apXUTEKTYpHBIX pa3iuduil PEIsSLUOHHBIX U KOJOHOYHbIX CYB/]
pu 00paboOTKe CMEIIaHHBIX HATPY30K MOAPOoOHO paccMatpuBatoTces B padorte C. /1.
KysHenoBa u coaBTOpoB, rae wuccienyerca apxurekrypa HTAP-cuctem u
noA4Y€pKUBaETCs, 4YTO TUOpUAHAs 00paboTKa TMO3BOJSAET COKPATHUTH BpeMs
BBIMIOJTHEHUSI KaK TpaH3aKLUMi, Tak W aHAIUTHYECKUX 3alpoCcoB 3a CYET
onTuMH3anuu CTpykryp xpanenus [3]. J.E. HamTeikoB npoBoauT mnpsiMoe
cpaBHenue PostgreSQL u ClickHouse, neMoHcTpupys, 4TO MpU CMEIIaHHBIX
Harpy3kax ClickHouse BeiMrpbeIBaeT B onepanusx NakeTHOM 3alucH U arperaiui,
torna kak PostgreSQL coxpaHseT mpenmymecTBO B TOYEYHBIX OINEpPaLHIX C
unnekcaruend [1]. A.B. 3a6ponun u H. CabupoB aHamm3upyrT OCOOCHHOCTU
uHaekcanun B PostgreSQL, ormeuas, uto cTpykrypa B-Tree mo ymomnuanuto
o0ecreynBaeT MpeACcKa3yeMyl0 MPOU3BOAUTENBHOCTh MPU OOHOBJIEHUSIX, HO
MacIITabupyeTcs: XyKe Mpu MHTEHCUBHOM MOTOKOBOM BcTaBke [4]. M.I'. Tepckux
B CBOEM HCCIIEIOBAHMM KJIACTEPOB I XpaHEHUs JaHHBIX JI€JaeT BBIBOJ O



[Toctymat. 2026. Nel10 ISSN 2414-4487

nenecooOpasHocTu ucnoib3oBanus koyoHOYHBIX CYBJ] (Bximrouas ClickHouse)
JUIS. aHAJIMTUKHU, YKa3bIBas HAa MX MPEBOCXOJCTBO B MPOIMYCKHOW CIOCOOHOCTH
yrenus [2]. T'.I'. TamkunoB ucciaeayer mpoOieMbl «XBOCTOB 3aiepxkek» (tail
latencies) mpu cMelIaHHOW Harpyske, MoauépKuBasi, 4To (POHOBAST KOMMAKIIMS B
LSM-1o1o6HBIX CTPYKTypaX MOXET BbI3bIBATh HMMIYJIbCHBIE JIeTpajaliuu
MPOU3BOAUTEIBHOCTH, 4TO KpuTUuHO 171 OLTP-cuenapuen [5]. C.B. Ko3nos
paccMaTpuBaeT NOAXOAbI K 00paboTke 3ampocoB B pessiuoHHbIX CYB/I,
yKa3bIBasi, UTO YCTPAHEHUE HEOOXOAMMOCTH Pa3MHOKEHUS KON TaHHBIX (KakK B
xiaccuueckux ETL) sBisieTcst KIII0UeBBIM MPEUMYIECTBOM coBpeMeHHbIX HTAP -
apxuTexTyp [6].

1.3 Ilean uccie10BaHUA

[Hensro WCCJIEOBAHUS  SIBIISIETCS KOJIMYECTBEHHOE CpaBHEHUE
npousBogutensHoctd B-Tree (PostgreSQL) u LSM-Tree (ClickHouse) mo
METpPUKaM BPEMEHHM BCTABKH, TOUCUHOTO UTCHHUS, arperalfiOHHOT0 CKaHUPOBAHUS
U aMIUIMUKAIMK 3alldCH IIPU HapacTaromeM o0BhEME JaHHBIX W CMEIIaHHOU
Harpy3ke, ¢ GopmynupoBaHueM pekoMeHaaruii 1mo Beioopy CYBJl nns HTAP-
CHUCTEM.

2 MarepuaJjibl 1 METObI

TectoBbIii cTena pa3BépHyT B cpene Docker (oOpassl postgres:16-alpine,
clickhouse/clickhouse-server:23.8) na xocte ¢ Intel Core 17-12700H, 32 I'b O3YV.
Jns 9ucTOTHI DKCIEpUMEHTA KaXKAOMY KOHTEWHEPY BbiaeneHo ctporo 4 I'b
onepatuBHoM mamatTy u 4 vCPU. Hacrpoiikam CVYDB]Jl 3amaHel mapameTpsl,
npuOMMKeHHble K mnpogakiiH-koHpurypauuu: shared buffers = 1GB  gns
PostgreSQL, max _memory usage = 3GB mis ClickHouse.

Cxema maHHbIX. TabOauma events c¢ momsmm id (UUID), user id
(UInt32/INTEGER), event type (String/VARCHAR), payload (INTEGER),
created_at (DateTime/TIMESTAMPTZ). IlepBuunbiii uHAckc mo created at,
BTOPUYHBII 1O user _id.

MouaenupyemMsle CLIEHAPUH:

1. TTorokoBas BctaBka (Bulk Insert): makernas BctaBka 1 000 000 3amuceit
6ataamu o 10 000.

2. Toueunoe uytenue (Point Select): BwriOOpka 10 000 3amuceit Mo
nepBUYHOMY KJItOUy (created at) co caydaliHBIM CMEIIEHUEM.

3. Arperanuonssii ckan (OLAP): zanmpoc COUNT(*), AVG(payload) ¢
bunpTpanuen no BpeMeHHOMY JIMana3ony, 3arparuBatoimiemMy 30% JaHHBIX.

4. Cmemannas Harpyska (Mixed): mapanienbHOe BBINOJHEHUE ClieHapueB |
u 2 B mponopuuu 80% utenut / 20% BcTaBok B TeueHue 60 CEKyH]I.

OO0BEM HJaHHBIX HapammuBajcs modTanmHo: 1 muH, 5 MiH, 10 MIIH 3amucei.
3amMepsl MPOBOAWINCHL HA KaXIOM JdTame il (QUKcaluu  Jerpajiaiuu
XapaKTePUCTHK.

N3mepsiemble METPUKU:

1. Bpems BctaBku (Insert Throughput, 3anuceii/cex).

2. Bpems toueunoro urenus (pS0, p99, mc).
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3. Bpems arperaiimoHHoro 3ampoca (Mc).
4. Ammmudukanus 3anucu (WAF = 00b€M 3amucaHHBIX Ha JUCK JAHHBIX /
00BbEM TIPUHSTHIX TaHHBIX ).

3 Pe3yabTarhl U 00CYyKAeHUS

Peanuzanusa cxembl u uHAekcoB B PostgreSQL (puc. 1) ucnons3yer
Kiaccuueckyto cTpykrypy B-Tree. Kaxnmas BcraBka TpeOyeT moucka
COOTBETCTBYIOLIEH CTpaHUIbI Ha JAucke, e€ wmoaudukauuu u (Ipu
HE0O0X0aUMOCTH) pa3douenus y3na. Ito odecreunBaeT O(log N) kak s yTeHuUs,
TaKk W s 3allcy, HO CO37aéT 3HAUMTENbHYIO ciydaitHyio [/O-narpysky mnpu
BBICOKOMHTEHCUBHOM BCTABKE.

CREATE TABLE events (
id UUID PRIMARY KEY DEFAULT gen_random_uuid(),
user_id INTEGER NOT NULL,
event_type VARCHAR(64) NOT NULL,
payload INTEGER NOT NULL,
created_at TIMESTAMPTZ NOT NULL DEFAULT now()

);

CREATE INDEX idx_events_created_at ON events (created_at);
CREATE INDEX idx_events_user_id ON events (user_id);

COPY events (user_id, event_type, payload, created_at)
FROM '/data/batch_1M.csv' WITH (FORMAT csv, HEADER true);

SELECT id, user_id, event_type, payload

FROM events

WHERE created at BETWEEN '20624-061-15 1©:00:00"' AND '2024-01-15 10:00:01°'
AND user_id = 42781;

SELECT event_type, COUNT(*), AVG(payload)

FROM events

WHERE created_at >= '20624-81-81' AND created_at < "20624-67-01°
GROUP BY event_type;

Puc. 1. Cxema u 3anpocsl mias PostgreSQL (B-Tree)

Peanmuzanusa cxembl B ClickHouse (puc. 2) ucmosib3yeT KOJOHOYHYIO
OpTraHu3alMI0 JTaHHBIX C ABMKKOM MergeTree, ocHoBaHHbIM Ha LSM-noaxone.
JlanHbIe Tpu BCTaBKe GOPMUPYIOT HOBBIEC YacTH (parts) B MaMsITU, KOTOPBIE 3aTEM
ACMHXPOHHO CJIMBAIOTCS (merge/compaction) B COPTUPOBAHHBIE CTPYKTYpPhI Ha
nucke. Yrenue TpeOyeT MpOBEpKU HECKOJbKUX YacTeil, UTo cOo3JaéT OBepXea Ha
CIIMSIHUE PE3YIIbTATOB.
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CREATE TABLE events (
id UUID DEFAULT generateUUIDv4( ),
user_id UInt32,
event_type LowCardinality(String),
payload UInt32,
created_at DateTime DEFAULT now()

)
ENGINE = MergeTree()

ORDER BY (created_at, user_id)
PARTITION BY toYYYYMM(created at)
SETTINGS index_granularity = 8192;

ALTER TABLE events ADD INDEX idx_user_id user_id TYPE minmax GRANULARITY 4;
INSERT INTO events FORMAT JSONEachRow

"user_id": 42781, "event_type": "click", "payload": 137, "created_at":
"2024-01-15 16:00:00"}

SELECT id, user_id, event_type, payload

FROM events

WHERE created at BETWEEN '2824-81-15 1€:06:00' AND '20624-61-15 18:06:01"
AND user_id = 42781;

SELECT event_type, count(), avg(payload)

FROM events

WHERE created at >= "'2824-61-01"' AND created_at < '2824-87-01°
GROUP BY event_type;

Puc. 2. ®parment peanuzauun HTTP-cepsepa Ha Deno

PesynbpTarel nu3mMepeHuii cBeieHbl B Ta0uity (Tadi. 1).

Tabmuma 1 — CpaBHurtenbHble Xxapaktepuctukun B-Tree m LSM-Tree mnpu
HapacTawIeM 00bEME TAaHHBIX
MeTtpuka O0bém PostgreSQL (B- ClickHouse
Tree) (LSM-Tree)
BcraBka, 1 mutH 48 200 892 400
3amnuceit/cex
BcraBka, 10 Mt 31500 647 100
3ammcen/cex
ToyeyHoe yTeHuUe 1 mH 1.2 3.8
p50, mc
ToueuHoe uTeHHne 10 mau 4.1 12.7
P99, mc
OLAP-ckan 10 maH 4 820 310
(30%), mc
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WAF 10 miH 1.0-1.3 8.5-12.2
(amruduKkanys
3aIMCH)
CmemaHHas 10 mH 6.8 28.4
Harpyska p99, mc

AHanu3 pe3yibTaTOB BBISABISCT (QyHAAMEHTAIBHBIC PA3IHUUs, MOJIHOCTHIO
coracyromuecss ¢ BbiBogamu J[.E. HamTeikoBa 0 KOMIUIEMEHTAapHOCTH
pensnuoHHBIX W KoJioHouHbIX cucteM [1].  ClickHouse (LSM-Tree)
IIPOJIEMOHCTPUPOBAJ MPEBOCXOACTBO MO CKOPOCTH BCTaBKM B 14—18 pa3. Orto
oOycioBieHo TeM, 4yTo BcraBka B LSM-Tree sBisercss mnociaeaoBaTeIbHON
orepainueil 3amucu B MaMsITh 0e€3 HEOOXOJMMOCTH TOUCKAa W MOAU(UKAIUN
CYIIECTBYIOIIMX CTpaHul] Ha aucke. OpHako 53Ta TPOU3BOAUTEIBLHOCTH
nocturaetcs neHou ammndukanuu 3anucu (WAF), nocturaromeit 8,5—12,2 npu
10 miH 3anuceit — AgaHHbIe GU3UUYECKU MEPE3aANUCHIBAIOTCA Ha JUCKE B MPOIIECcCce
(OHOBOM KOMIAKIIMK HEOJHOKPATHO, YTO He mpoucxoauT B B-Tree (WAF = 1,0-
1,3).

B cuenapuu toueunoro urenus PostgreSQL (B-Tree) npoaeMoncTpupoBal
npeBocxoacTBO: pS0 = 1,2 mc potus 3,8 mc st ClickHouse na 1 MiH 3anucei,
u p99 = 4,1 mc npotus 12,7 mc Ha 10 mun 3anuceit. Jlerpaganus ClickHouse npu
pocTe 00bEéMa TaHHBIX O0BACHSIETCS YBEJIMUCHUEM YUCTIa yacTel (parts) u ypoBHEH
KOMIAKI[MU, KOTOPHIC TOJIKHBI ObITh MPOBEPEHBI TIPU KakaoM uTeHuu. B-Tree ke
COXpaHAEeT Jorapu(pMHUUECKyI0 TIIyOuHy 00X0/J1a HE3aBUCUMO OT 00bEMA JTaHHBIX,
4YTO MOJTBEpKIaeTcs uccinegoBanusamu A.B. 3abpoauna o mpeackazyemoctu B-
Tree ungexcos [4].

B cuenapun OLAP-ckanupoBanust ClickHouse moka3an mpeBoCXoACTBO B
15,5 pa3 (310 mc ipotuB 4 820 Mc). DT0 00YCIOBICHO KOJIOHOYHOM OpraHu3amuei
XpaHEHUs U TMPEICOPTUPOBAHHOCTHIO JMAHHBIX, YTO TMO3BOJSET A(PPEKTHBHO
MPUMEHSATh BEKTOPU30BAaHHbIE ONEPALUU.

Kpurnueckn BaKHBIM OKazaycs clieHapuil cmemanHoi Harpys3ku (80%
yrenue / 20% 3amnucs). PostgreSQL npoaemoncTpuporan p99 = 6,8 mMc, Toraa kak
ClickHouse — 28,4 mc. Ananu3 npodusieit 3aaep)kek Mmokasai, 4To Jerpaaanus
ClickHouse HOCHMT HMMIYyJIbCHBIM XapakTep: B MOMEHTHI 3amycka (POHOBOM
KOMITAKIIUKM BPEeMsI OTKJIMKA TOYEUHBIX 3alPOCOB BO3pPACTAET M3-3a KOHKYPEHIUU
3a auckoBbli I/O m CPU, utro momHOCTRIO corjacyercss ¢ BwuiBogamu [.I.
["amxunoBa o mpobOsieMax «XBOCTOB 3aJIep)KEK» MPHU CMEIIaHHOW Harpyske [5].
PostgreSQL, HanpoTHUB, 1EMOHCTPUPYET PABHOMEPHOE PACIIPEEICHUE 3aIEPIKEK.

4 BIBOABI

1. LSM-Tree (ClickHouse) ob6ecnieunBaer B 14—18 pa3 Gosiee BBICOKYIO
CKOpPOCTh IMOTOKOBO# BCTaBKH MO cpaBHeHUIO ¢ B-Tree (PostgreSQL) 3a cuér
MOCJIeIOBATEIbHOM 3amucu B TaMATh 0e3 ciydaitHoro [/O, ogHako 1eHOM
amruinukanuu 3anucu, nocturaronied WAF = 8,5-12,2 Ha o0béme 10 muaH
3aMuCen.
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2. B-Tree (PostgreSQL) mneMoHCTpUpYeT MPEBOCXOJACTBO B TOUYECYHOM
yreHun Ha 40-60% u obOecmeymBaeT NpeACKa3yeMble XBOCTBI 3aJIEPKEK MPH
cmemanHoi Harpyske (p99 = 6,8 mc npotuB 28,4 mc mis ClickHouse), uto
KPUTHUYHO ISl TPAH3aKIIMOHHBIX CUCTEM.

3. ClickHouse noka3siBaeT npeBocxoactBo B OLAP-ckanupoBanuu B 15,5
pa3 G6narojapsi KOJIOHOYHON OpTraHU3alMKi U TPEICOPTUPOBAHHOCTH JAHHBIX, YTO
JIeJaeT €ro MPEeANOYTHUTEIbHBIM BBIOOPOM IS AHAJTUTUYECKOW COCTaBIISIONICH
HTAP-cucrem.

4. Ilpu cmemannoit Harpy3ke ClickHouse mnoaBepxkeH UMITyJIbCHBIM
JerpafamnusaM MPOru3BOAUTEIIFHOCTH B MOMEHTHI (JOHOBOM KOMITAKIIMH, TOTJIa KaK
PostgreSQL coxpaHseT paBHOMEPHBIN PO 3aepIKEK.

5. [Ipaktnueckue kputrepuu Beidopa: 11t OLTP-10MUHUPOBAHHBIX CUCTEM
c mpeoOiagaHueM ToudeuHbIX omepanuii — PostgreSQL; mis aHanuTuyeckux
cHCTeM ¢ BeICOKOMHTeHCHBHOU BcTtaBkoM — ClickHouse; mims HTAP-cuctem —

rHOpHUIHAS apXUTEKTYpa C pa3fec/IbHBIMUA XPaHUIMIIAMU U CHHXPOHU3AIMEH Yepes
ETL/CDC-kana.
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